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 OLTP On-Line Transaction Processing

 OLAP On-Line Analytical Processing
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Meta Date
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2 Hive  

2.1  

Hive Hadoop SQL

Hive ETL 
 Hadoop Hive  SQL  QL 

 SQL  MapReduce  mapper
 reducer  mapper  reducer 

Hive SQL SQL M/R Job Hadoop
Hive HDFS /

M/R Job

Hive

Hadoop /
SQL like



 

2.2  

 CLI JDBC/ODBC WebGUI CLI(command line interface) shell
JDBC/ODBC Hive JAVA JDBC WebGUI Hive

 mysql/derby Hive Hive 

:  HQL 
HDFS MapReduce 

 

2.3  

Hive sql MapReduce

Hive Hadoop HDFS HDFS Meta store



1. SQL MapReduce Hive
2. client SQL MapReduce MapReduce
3. client

Hive Hadoop

Hive HDFS
Hive MapReduce
Hive Yarn

Hive HDFS YARN

Hive

1. 

Hive HDFS mysql Meta store

2. 

Hive

3. 

Hive Hadoop MapReduce

innodb

4. 

Hive MapReduce Hive

PB

Hive

5. 

Hive Hadoop Hive



ACID oracle
100

sql Hive

 

2.4  

2.4.1 derby  

Hive derby

1. apache-hive-3.1.2-bin.tar.gz so!ware

2. 

3. 

4. 

5. 

6. 

7. hive

Hive derby derby hive hive

derby

 

tar -zxvf apache-hive-3.1.2-bin.tar.gz -C software/

cd software
ln -s apache-hive-3.1.2-bin hive

cd
vi ~/.bashrc

export HIVE_HOME=/home/briup/software/hive
export PATH=$PATH:$JAVA_HOME/bin:$HIVE_HOME/bin

source ~/.bashrc

schematool -dbType derby -initSchema

hive



2.4.2 Hive mysql  

1. 

2. hive

3. hive

4. apache-hive-3.1.2-bin.tar.gz hdfs

5. 

6. 

7. 

8. 

9. hive

10. conf hive-site.xml

11. hive-site.xml

mysql -uroot -proot

create database hive;

create user 'root'@'%' identified by 'root';
grant all privileges on *.* to 'root'@'%' with grant option;
flush privileges;

tar -zxvf apache-hive-3.1.2-bin.tar.gz -C software/

cd software
ln -s apache-hive-3.1.2-bin hive

cd
vi ~/.bashrc

export HIVE_HOME=/home/briup/software/hive
export PATH=$PATH:$JAVA_HOME/bin:$HIVE_HOME/bin

source ~/.bashrc

cd /home/briup/software/hive/conf/

vi hive-site.xml

<?xml version="1.0" encoding="UTF-8" standalone="no"?>
<?xml-stylesheet type="text/xsl" href="configuration.xsl"?>
<configuration>
        <!-- url-->
        <property>



                <name>javax.jdo.option.ConnectionURL</name>
                <value>jdbc:mysql://master:3306/hive?
createDatabaseIfNotExist=true&amp;useSSL=false&amp;serverTimezone=UTC&amp;allowPublicK
eyRetrieval=true</value>
        </property>
        <!-- -->
        <property>
                <name>javax.jdo.option.ConnectionDriverName</name>
                <value>com.mysql.cj.jdbc.Driver</value>
        </property>
        <!-- -->
        <property>
                <name>javax.jdo.option.ConnectionUserName</name>
                <value>root</value>
        </property>
        <!-- -->
        <property>
                <name>javax.jdo.option.ConnectionPassword</name>
                <value>root</value>
        </property>
        <!-- metastore schema metastore hive jar

hive schema
false, hive -->

        <property>
                <name>hive.metastore.schema.verification</name>
                <value>false</value>
        </property>
        <!-- jdbc hiveserver2

hive -->
        <property>
                <name>hive.server2.thrift.port</name>
                <value>10000</value>
        </property>
        <!-- -->
        <property>
                <name>hive.server2.thrift.bind.host</name>
                <value>0.0.0.0</value>
        </property>
        <!--hive hdfs -->
        <property>
                <name>hive.metastore.warehouse.dir</name>
                <value>/user/hive/warehouse</value>
        </property>
        <!-- -->
        <property>
                <name>hive.cli.print.header</name>
                <value>true</value>
        </property>
        <!-- -->
        <property>
                <name>hive.cli.print.current.db</name>
                <value>true</value>



12. mysql-connector-java-8.0.30.jar hive lib

13. 

14. hive

2.4.3  

hive

sql sql

        </property>
</configuration>

cp mysql-connector-java-8.0.30.jar /home/briup/software/hive/lib/

schematool  -dbType mysql -initSchema

hive

hive

create database if not exists briup;

use briup;



hql sql

sql

hive beeline beeline metastore
hiveserver2

1. hdfs core-site.xml

2. hive ip

3. hiveserver2

hive -e "create database if not exists briup"

vi briup.sql

create database if not exists briup;
use briup;
create table tea(id int,name string);

hive -f briup.sql

<!-- -->
<property>
  <name>hadoop.proxyuser.briup.hosts</name>
  <value>*</value>
</property>
<!-- -->
<property>
  <name>hadoop.proxyuser.briup.groups</name>
  <value>*</value>
</property>

<!-- jdbc hiveserver2 hive
-->

<property>
  <name>hive.server2.thrift.port</name>
  <value>10000</value>
</property>
<!-- -->
<property>
  <name>hive.server2.thrift.bind.host</name>
  <value>0.0.0.0</value>
</property>

hive --service hiveserver2 &



4. beeline

5. hive , hive

beeline

control+l 

!help 

!quit beeline

!tables 

2.4.4  

IntelliJ IDEA Windows Mac JDBC HiveServer2
SQL SQL

IntelliJ IDEA

1. hdfs hdfs-site.xml

2. hdfs core-site.xml

beeline

!connect jdbc:hive2://master:10000

<!-- hdfs web -->
<property>  
  <name>dfs.webhdfs.enabled</name>  
  <value>true</value>  
</property>  



3. hadoop hive

10000

4. Projects, New Project

5. Java Next

<!-- -->
<property>
  <name>hadoop.proxyuser.briup.hosts</name>
  <value>*</value>
</property>
<!-- -->
<property>
  <name>hadoop.proxyuser.briup.groups</name>
  <value>*</value>
</property>

hive --service hiveserver2 &



6. next



7. Finish



8. Database



9. + Driver

10. Apache Hive Hive jar - + hive jar
OK



11. + DataSource, Apache Hive.

12. sql Host hive Ip Test Connection
OK



13. console sql

2.5 HiveQL  

2.5.1  



BOOLEAN true false true

TINYINT 1 1Y

SMALLINT 2 1S

INT 4 1

BIGINT 8 1L

FLOAT 4 1.0

DOUBLE 8 1.0

DEICIMAL 1.0

STRING "briup"

VARCHAR(n) "briup"

CHAR(n) "briup"

BINARY  

TIMESTAMP 188327493795

DATE '1992-2-2'

ARRAY array(1,2)

MAP key-value,key value map(1,"t1",2,"t2")

STRUCT struct("1",1,2)

HiveQL  Hive  ANSI SQL  MySQL 
Hive  Hive  Hadoop 

 

2.5.2  

 

2.5.3  

Hive 

database  HDFS ${hive.metastore.warehouse.dir}
table  HDFS  database 
external table  table  HDFS 



partition table  HDFS  table 
bucket table  HDFS  hash 

view

 

3 Hive  

3.1  

3.1.1  

briup

/user/hive/warehouse/briup.db

hive hive-site.xml

hive.metastore.warehouse.dir /user/hive/warehouse

 

show databases;

show tables;

create database if not exists briup;

use briup



3.1.2  

briup1 briup_test

/briup_test hdfs

 

3.1.3  

 

3.1.4  

briup2

 

3.1.5  

 

3.2  

Hive hdfs hdfs
.

create database  briup1 location '/briup_test';

create database  briup2 with dbproperties ('owner'='briup', 'date'='20210101');

describe database extended briup2;

alter database briup2 set dbproperties ('owner'='my_briup');

desc database extended  briup2;

drop database briup2;

drop database briup2 cascade;



3.2.1  

create table

 IF NOT EXISTS 

external

LOCATION Hive 

comment

,

partitioned by

,  .

clustered by  Hive
Hive

sorted by

row format

row format delimited:

1. fields terminated by '\' escaped by '\' 
escaped by 

2. collection items terminated by ',' map array struct

3. map keys terminated by ':' map
4. lines terminated by '\n' hdfs

create [external] table [if not exists] table_name (
col_name data_type [comment ' '],
col_name data_type [comment ' '])
[comment ' ']
[partitioned by (col_name data_type,...)]
[clustered by (col_name,col_name,...)]
[sorted by (col_name [asc|desc],...) into num_buckets buckets]
[row format row_format]
[storted as ....]
[location ' ']



\n
5. NULL defined as 'no_val' NULL

row format SERDE serde_name [WITH SERDEPROPERTIES (property_name=property_value....)]:

storted as

, :SEQUENCEFILE  TEXTFILE  RCFILE ORC PARQUET
 STORED AS TEXTFILE  storted as

SEQUENCEFILE;RCFile FaceBook Hive

ORC PARQUET

location

hive set hive.cli.print.header=true

3.2.2  

Table Table Hive

1. 



2.

1 row format delimited fields terminated by ',': ‘,’

2 location '/stu1_test'

3 stored as textfile

3.

4.

5.

6.

use briup;
create table stu(id int,name string);
insert into stu(id,name) values(1,"lisi");
select id,name from stu;

create  table if not exists stu3(id int ,name string) row format delimited fields 
terminated by ',' stored as textfile location '/stu3_test';
insert into stu3(id,name) values(1,"lisi");
select id,name from stu3;

create table stu3 like stu2;

create table stu4 as select * from stu2;

desc formatted  stu2;



7.

insert mr
stu_data.txt

8.hdfs

hdfs

hdfs

hdfs

 

3.2.3  

drop table stu4;

vi stu_data.txt

1,tom
2,jake
3,lisi
4,rose

load data local inpath '/home/hdfs/stu_data.txt' into table stu2;

load data local inpath '/home/hdfs/stu_data.txt' overwrite into table stu2;

vi stu_data.txt

1,tom
2,jake
3,lisi
4,rose

hdfs dfs -put stu_data.txt /user/hdfs

load data inpath '/user/hdfs/stu_data.txt' into table stu2

load data inpath '/user/hdfs/stu_data.txt' overwrite into table stu2



hdfs

1. 

2.

3.

4.

5.

6.

use briup;
create external table tea(id int,name string);
insert into tea(id,name) values(1,"lisi");
select id,name from tea;

create external table if not exists tea3(id int ,name string) row format delimited 
fields terminated by ',' stored as textfile location '/tea3_test';
insert into tea3(id,name) values(1,"lisi");
select id,name from tea3;

create external table tea4 like tea3;

desc formatted  tea2;

drop table tea2;



insert mr
stu_data.txt

(stu_data.txt )

7.hdfs

hdfs
hdfs
hdfs

(stu_data.txt )

 

3.2.4  

9

1. 

2.

partitioned by (month string) month

use briup;
create table score(id int,name string) partitioned by (month string);
insert into table score partition(month='01') values(1,"lisi");
select id,name from score;
select id,name from score where month='01';

create  table if not exists score3(id int ,name string) partitioned by (month string) 
row format delimited fields terminated by ',' stored as textfile location 
'/score3_test';
insert into score3 partition(month='01') values(1,"lisi");
insert overwrite table score3 partition(month = '01') select id,name from score2;
select id,name from score3;
select id,name from score3 where month='01';



3.

4.

5.

6.

7.

8.

9.

10.

create table score4 like score2;

create table score5 as select * from score2;

desc formatted  score2;

drop table score4;

show  partitions  score;

alter table score add partition(month='02');

alter table score drop partition(month = '02');



11.

insert mr
stu_data.txt

12.hdfs

hdfs

hdfs

hdfs

select id,name from score where month = '01' union all select * from score where month 
= '02';

vi stu_data.txt

1,tom
2,jake
3,lisi
4,rose

load data local inpath '/home/hdfs/stu_data.txt' into table score2 partition 
(month='01');

load data local inpath '/home/hdfs/stu_data.txt' overwrite into table score2 partition 
(month='01');

vi stu_data.txt

1,tom
2,jake
3,lisi
4,rose

hdfs dfs -put stu_data.txt /user/hdfs

load data inpath '/user/hdfs/stu_data.txt' into table score2 partition (month='01');

load data inpath '/user/hdfs/stu_data.txt' overwrite into table score2 partition 
(month='01');



13.hdfs

hdfs

hdfs

hdfs

 

3.2.5  

, MapReduce .

10

N

,

 Hive 

 Reduce 

1. 

vi stu_data.txt

1,tom
2,jake
3,lisi
4,rose

hdfs dfs -put stu_data.txt /user/hdfs

load data inpath '/user/hdfs/stu_data.txt' into table score6 partition 
(month='01',year='2021');

load data inpath '/user/hdfs/stu_data.txt' overwrite into table score6 partition 
(month='01',year='2021');

set hive.enforce.bucketing=true;

set mapreduce.job.reduces=3;



2.

3.

4.

5.

6.

9. 

use briup;
create table course(id int,name string) clustered by(id) into 3 buckets;
select id,name from course;

create table course1(
id int,
name string,
age int
)clustered by(id) into 3 buckets row format delimited fields terminated by ',' stored 
as textfile location '/course1';
select id,name from course3;

create table course4 like course2;

create table course5 as select * from course2;

desc formatted  course2;

drop table course4;



insert mr
stu_data.txt

(stu_data.txt )

insert into ( )

insert overwrite ( )

10. hdfs

hdfs
hdfs
hdfs

(stu_data.txt )

11. 

tablesample ( bucket x out of y on column_name)

x

y ,

column_name 

12. 

3.3  

insert into table course select * from tea2 cluster by(id);

insert into table course select * from tea2;

insert overwrite table course select * from tea2 cluster by(id);

insert overwrite table course select * from tea2;

select id,name from course tablesample(bucket 2 out of 3 on id);

select id,name from course tablesample(bucket 2 out of 3 on rand());



1. 

2. 

3. 

4. 

 

3.4  

3.4.1  

1. 

Array insert

array.txt

:

hdfs

alter  table  tea1  rename  to  teacher;

desc teacher;

alter table teacher add columns (age int);

alter table teacher change column name username  string; 

use briup;
create table tab_array (id int,arr array<string>)
row format delimited
fields terminated by '#'
collection items terminated by ',';

vi array.txt

1#java,scala,python
2#hadoop,hive,hbase
3#spring,springMVC,Mybatis
4#Html,css,JavaScript,jquery

load data local inpath '/home/hdfs/array.txt' into table tab_array;



hdfs

hdfs

2. 

tab_array

3. 

4. 

 

3.4.2  

hdfs dfs -put array.txt .

load data inpath '/user/hdfs/array.txt' into table tab_array;

select id,arr from tab_array;

select id,arr[0],arr[1],arr[2] from tab_array;

create table stu(id int,name string);
insert into stu(id,name) values(1,"zhao,qian,sui,li");

insert into tab_array select id,split(name,",") from stu;

insert into tab_array select 4,array('hive','hbase','ELK');

insert into tab_array values(1,array('xml','hadoop','hbase'));



map.txt

:

hdfs

hdfs

hdfs

create table tab_map (name string,info map<string,string>)
row format delimited
fields terminated by '#'
collection items terminated by ','
map keys terminated by ':';

vi map.txt

lisi#id:10,age:30,sex:male
zhangsan#id:11,age:33,sex:female,hoby:basketball
lili#id:12,addr:kunshan

load data local inpath '/home/hdfs/map.txt' into table tab_map;

hdfs dfs -put map.txt .

load data inpath '/user/hdfs/map.txt' into table tab_map;

select * from tab_map;

select name,info['name'],info['age'] from tab_map;



 

3.4.3  

struct insert

struct.txt

:

hdfs

hdfs

hdfs

insert into tab_map select 'lili',map('id','1','name','lisi');

insert into tab_map select 'briup',str_to_map('id:21,phone:15098278990');

create table tab_struct(name string,info  struct<age:int,tel:string,salary:double>)
row format delimited
fields terminated by '|'
collection items terminated by '@';

vi struct.txt

zhansan|20@15066662334@3400
lisi|22@16768889223@4500
briup|30@18922223446@10000

load data local inpath '/home/hdfs/struct.txt' into table tab_struct;

hdfs dfs -put struct.txt .

load data inpath '/user/hdfs/struct.txt' into table tab_struct;

select * from tab_struct;



 

3.5  

Hive org.apache.hadoop.hive.serde2.lazy.LazySimpleSerDe
“\001” row format delimited 

1: \

select name,info.age,info.tel,info.salary from tab_struct;

insert into tab_struct select 
'jake',named_struct('age',33,'tel','18898765669','salary',cast(5400 as double));

insert into tab_struct 
values('zhangliu',named_struct('age',30,'tel','198765676789','salary',cast(5400 as 
double)));

create table demo1(
id int,
name string,
salary double
)
row format delimited fields  terminated by '\\' escaped by '\\' ;

vi demo.txt

1\lisi\3000
2\zhansan\3500
3\briup\2700
4\zhansan\2900
5\wangwu\3200

load data local inpath '/home/hdfs/demo.txt'  into table demo1;



:

hdfs

2: ||

:

Hive LazySimpleSerDe

select * from demo1;

hdfs dfs -cat /user/hive/warehouse/briup.db/demo1/demo.txt

create table demo2(
id int,
name string,
salary double
)
row format delimited fields  terminated by '||';

vi demo2.txt

1||lisi||3000
2||zhansan||3500
3||briup||2700
4||zhansan||2900

load data local inpath '/home/hdfs/demo2.txt'  into table demo2;

select * from demo2;



hive

https://cwiki.apache.org/confluence/display/Hive/SerDe

1 MultiDelimitSerDe

:

2 RegexSerDe

drop table demo2;
create table demo2(
id int,
name string,
salary double
)
ROW FORMAT SERDE 'org.apache.hadoop.hive.contrib.serde2.MultiDelimitSerDe' WITH 
SERDEPROPERTIES ("field.delim"="||")
STORED AS TEXTFILE;

load data local inpath '/home/hdfs/demo2.txt'  into table demo2;

select * from demo2;

https://cwiki.apache.org/confluence/display/Hive/SerDe


string

:

3 : InputFormat

Hive InputFormat InputFormat

maven

drop table demo2;
create table demo2(
id string,
name string,
salary string
)
ROW FORMAT SERDE 'org.apache.hadoop.hive.contrib.serde2.RegexSerDe' WITH 
SERDEPROPERTIES ("input.regex" = "([0-9]*)\\|\\|(.*)\\|\\|([0-9]*\\.?[0-9]*)")
STORED AS TEXTFILE;

load data local inpath '/home/hdfs/demo2.txt'  into table demo2;

select * from demo2;

<dependencies>
  <dependency>
    <groupId>org.apache.hadoop</groupId>
    <artifactId>hadoop-common</artifactId>
    <version>3.0.3</version>
  </dependency>
  <dependency>
    <groupId>org.apache.hadoop</groupId>
    <artifactId>hadoop-client</artifactId>
    <version>3.0.3</version>
  </dependency>
</dependencies>

package com.briup.Separator;

import org.apache.hadoop.conf.Configuration;
import org.apache.hadoop.fs.FSDataInputStream;



import org.apache.hadoop.fs.FileSystem;
import org.apache.hadoop.fs.Path;
import org.apache.hadoop.fs.Seekable;
import org.apache.hadoop.io.LongWritable;
import org.apache.hadoop.io.Text;
import org.apache.hadoop.io.compress.*;
import org.apache.hadoop.mapred.FileSplit;
import org.apache.hadoop.mapred.JobConf;
import org.apache.hadoop.mapred.LineRecordReader;
import org.apache.hadoop.mapred.RecordReader;
import org.apache.hadoop.mapreduce.lib.input.CompressedSplitLineReader;
import org.apache.hadoop.mapreduce.lib.input.SplitLineReader;
import org.apache.hadoop.mapreduce.lib.input.UncompressedSplitLineReader;
import org.slf4j.Logger;
import org.slf4j.LoggerFactory;
import java.io.IOException;
import java.io.InputStream;

public class UserRecordReader implements RecordReader<LongWritable,Text> {
    private static final Logger LOG = 
LoggerFactory.getLogger(LineRecordReader.class.getName());
    private CompressionCodecFactory compressionCodecs;
    private long start;
    private long pos;
    private long end;
    private SplitLineReader in;
    private FSDataInputStream fileIn;
    private final Seekable filePosition;
    int maxLineLength;
    private CompressionCodec codec;
    private Decompressor decompressor;

    public UserRecordReader(Configuration job, FileSplit split) throws IOException {
        this(job, split, (byte[])null);
    }

    public UserRecordReader(Configuration job, FileSplit split, byte[] 
recordDelimiter) throws IOException {
        this.compressionCodecs = null;
        this.maxLineLength = 
job.getInt("mapreduce.input.linerecordreader.line.maxlength", 2147483647);
        this.start = split.getStart();
        this.end = this.start + split.getLength();
        Path file = split.getPath();
        this.compressionCodecs = new CompressionCodecFactory(job);
        this.codec = this.compressionCodecs.getCodec(file);
        FileSystem fs = file.getFileSystem(job);
        this.fileIn = fs.open(file);
        if (this.isCompressedInput()) {
            this.decompressor = CodecPool.getDecompressor(this.codec);
            if (this.codec instanceof SplittableCompressionCodec) {



                SplitCompressionInputStream cIn = 
((SplittableCompressionCodec)this.codec).createInputStream(this.fileIn, 
this.decompressor, this.start, this.end, 
SplittableCompressionCodec.READ_MODE.BYBLOCK);
                this.in = new CompressedSplitLineReader(cIn, job, recordDelimiter);
                this.start = cIn.getAdjustedStart();
                this.end = cIn.getAdjustedEnd();
                this.filePosition = cIn;
            } else {
                if (this.start != 0L) {
                    throw new IOException("Cannot seek in " + 
this.codec.getClass().getSimpleName() + " compressed stream");
                }

                this.in = new 
SplitLineReader(this.codec.createInputStream(this.fileIn, this.decompressor), job, 
recordDelimiter);
                this.filePosition = this.fileIn;
            }
        } else {
            this.fileIn.seek(this.start);
            this.in = new UncompressedSplitLineReader(this.fileIn, job, 
recordDelimiter, split.getLength());
            this.filePosition = this.fileIn;
        }

        if (this.start != 0L) {
            this.start += (long)this.in.readLine(new Text(), 0, 
this.maxBytesToConsume(this.start));
        }

        this.pos = this.start;
    }

    public UserRecordReader(InputStream in, long offset, long endOffset, int 
maxLineLength) {
        this(in, offset, endOffset, maxLineLength, (byte[])null);
    }

    public UserRecordReader(InputStream in, long offset, long endOffset, int 
maxLineLength, byte[] recordDelimiter) {
        this.compressionCodecs = null;
        this.maxLineLength = maxLineLength;
        this.in = new SplitLineReader(in, recordDelimiter);
        this.start = offset;
        this.pos = offset;
        this.end = endOffset;
        this.filePosition = null;
    }

    public UserRecordReader(InputStream in, long offset, long endOffset, Configuration 
job) throws IOException {



        this(in, offset, endOffset, job, (byte[])null);
    }

    public UserRecordReader(InputStream in, long offset, long endOffset, Configuration 
job, byte[] recordDelimiter) throws IOException {
        this.compressionCodecs = null;
        this.maxLineLength = 
job.getInt("mapreduce.input.linerecordreader.line.maxlength", 2147483647);
        this.in = new SplitLineReader(in, job, recordDelimiter);
        this.start = offset;
        this.pos = offset;
        this.end = endOffset;
        this.filePosition = null;
    }

    public LongWritable createKey() {
        return new LongWritable();
    }

    public Text createValue() {
        return new Text();
    }

    private boolean isCompressedInput() {
        return this.codec != null;
    }

    private int maxBytesToConsume(long pos) {
        return this.isCompressedInput() ? 2147483647 : 
(int)Math.max(Math.min(2147483647L, this.end - pos), (long)this.maxLineLength);
    }

    private long getFilePosition() throws IOException {
        long retVal;
        if (this.isCompressedInput() && null != this.filePosition) {
            retVal = this.filePosition.getPos();
        } else {
            retVal = this.pos;
        }

        return retVal;
    }

    private int skipUtfByteOrderMark(Text value) throws IOException {
        int newMaxLineLength = (int)Math.min(3L + (long)this.maxLineLength, 
2147483647L);
        int newSize = this.in.readLine(value, newMaxLineLength, 
this.maxBytesToConsume(this.pos));
        this.pos += (long)newSize;
        int textLength = value.getLength();
        byte[] textBytes = value.getBytes();



        if (textLength >= 3 && textBytes[0] == -17 && textBytes[1] == -69 && 
textBytes[2] == -65) {
            LOG.info("Found UTF-8 BOM and skipped it");
            textLength -= 3;
            newSize -= 3;
            if (textLength > 0) {
                textBytes = value.copyBytes();
                value.set(textBytes, 3, textLength);
            } else {
                value.clear();
            }
        }

        return newSize;
    }

    public synchronized boolean next(LongWritable key, Text value) throws IOException 
{
        while(this.getFilePosition() <= this.end || 
this.in.needAdditionalRecordAfterSplit()) {
            key.set(this.pos);
            int newSize;
            newSize = this.in.readLine(value, this.maxLineLength, 
this.maxBytesToConsume(this.pos));
            String str=value.toString().replaceAll("\\|\\|","\\|");
            value.set(str);
            this.pos += (long)newSize;

            if (newSize == 0) {
                return false;
            }

            if (newSize < this.maxLineLength) {
                return true;
            }

            LOG.info("Skipped line of size " + newSize + " at pos " + (this.pos - 
(long)newSize));
        }

        return false;
    }

    public synchronized float getProgress() throws IOException {
        return this.start == this.end ? 0.0F : Math.min(1.0F, (float)
(this.getFilePosition() - this.start) / (float)(this.end - this.start));
    }

    public synchronized long getPos() throws IOException {
        return this.pos;
    }



TextInputFormat

    public synchronized void close() throws IOException {
        try {
            if (this.in != null) {
                this.in.close();
            }
        } finally {
            if (this.decompressor != null) {
                CodecPool.returnDecompressor(this.decompressor);
                this.decompressor = null;
            }

        }

    }

    /** @deprecated */
    @Deprecated
    public static class LineReader extends org.apache.hadoop.util.LineReader {
        LineReader(InputStream in) {
            super(in);
        }

        LineReader(InputStream in, int bufferSize) {
            super(in, bufferSize);
        }

        public LineReader(InputStream in, Configuration conf) throws IOException {
            super(in, conf);
        }

        LineReader(InputStream in, byte[] recordDelimiter) {
            super(in, recordDelimiter);
        }

        LineReader(InputStream in, int bufferSize, byte[] recordDelimiter) {
            super(in, bufferSize, recordDelimiter);
        }

        public LineReader(InputStream in, Configuration conf, byte[] recordDelimiter) 
throws IOException {
            super(in, conf, recordDelimiter);
        }
    }
}

package com.briup.Separator;

import com.google.common.base.Charsets;
import org.apache.hadoop.io.LongWritable;
import org.apache.hadoop.io.Text;



maven jar hive

hive jar hive lib hive

string

:

import org.apache.hadoop.mapred.*;

import java.io.IOException;

public class UserInputFormat extends TextInputFormat {
    @Override
    public RecordReader<LongWritable, Text> getRecordReader(InputSplit genericSplit, 
JobConf job, Reporter reporter) throws IOException {
        reporter.setStatus(genericSplit.toString());
        String delimiter = job.get("textinputformat.record.delimiter");
        byte[] recordDelimiterBytes = null;
        if (null != delimiter) {
            recordDelimiterBytes = delimiter.getBytes(Charsets.UTF_8);
        }

        return new UserRecordReader(job, (FileSplit)genericSplit);
    }
}

scp hive_briup-1.0-SNAPSHOT.jar hive @hive ip:~

sudo cp hive_briup-1.0-SNAPSHOT.jar /opt/hive/lib/

add jar /home/hdfs/hive_briup-1.0-SNAPSHOT.jar

create table demo2(
    id string,
    name string,
    salary string
    )row format delimited fields terminated by '|'
   STORED AS INPUTFORMAT
  'com.briup.Sep.UserInputFormat'
  OUTPUTFORMAT
  'org.apache.hadoop.hive.ql.io.IgnoreKeyTextOutputFormat';

load data local inpath '/home/hdfs/demo2.txt'  into table demo2;



3: json

:

4: json

select * from demo2;

create table demo3(
id int,
name string,
salary double
)
ROW FORMAT SERDE 'org.apache.hive.hcatalog.data.JsonSerDe';

vi demo3.txt

{"id":1,"name":"lisi","salary":3000}
{"id":2,"name":"zhansan","salary":3500}
{"id":3,"name":"briup","salary":2700}
{"id":4,"name":"zhansan","salary":2900}

load data local inpath '/home/hdfs/demo3.txt'  into table demo3;

select * from demo3;

create table demo4(
    userinfo map<string,string>,
    hobyinfo map<string,string>
)
ROW FORMAT SERDE 'org.apache.hive.hcatalog.data.JsonSerDe';

vi demo4.txt



:

3.6  

Hive Hive hdfs
SQL

Hive sql update delete select

0.14 Hive ACID hive

ApacheFlume ApacheStorm ApacheKafka
Hadoop Hive

15

NameNode

0.14 Hive

90%

Hive 0.14

SQL MERGE

Hive

{"userinfo":{"id":"1","name":"jake","age":"30"},"hobyinfo":
{"eat":"fish","play":"basketball"}}
{"userinfo":{"id":"1","name":"jake","age":"30"},"hobyinfo":
{"eat":"fish","play":"basketball"}}
{"userinfo":{"id":"1","name":"jake","age":"30"},"hobyinfo":
{"eat":"fish","play":"basketball"}}
{"userinfo":{"ids":"1","username":"jake","age":"30"},"hobyinfo":
{"eats":"fish","plays":"basketball"}}

load data local inpath '/home/hdfs/demo4.txt'  into table demo4;

select * from demo4;



ORC

transaction true
ACID ACID ACID

1: demo3 id 1 name jake

2: tran_demo

1. HIve

2. 

Hive2.0

3. 

4. 

5. Metastore

6. Metastore

7. 

select * from demo3;

update demo3 set name='jake' where id=1;

set hive.support.concurrency=true;

set hive.enforce.bucketing=true;

set hive.exec.dynamic.partition.mode=nonstrict;

set hive.txn.manager =org.apache.hadoop.hive.ql.lockmgr.DbTxnManager;

set hive.compactor.initiator.on=true;

set hive.compactor.worker.threads =1;



8. 

9. 

CREATE TABLE tran_demo (
  id                int,
  name              string
)
CLUSTERED BY (id) INTO 2 BUCKETS STORED AS ORC
TBLPROPERTIES ("transactional"="true");

insert into tran_demo values(1,'jake');

update   tran_demo set name='briup' where id=1;



10. 

:

Hdfs delta
hive-staging delta

delta
hdfs delta

: delta 10 delta

delete from tran_demo where id=1;

set hive.compactor.delta.num.threshold=10



: delta
10%

 

3.7  

Hive

1: demo3

2: demo3 salary;

3:

4:

set hive.compactor.delta.pct.threshold=0.1

select * from demo3;

create view v_demo3 as select id,name from demo3;

select * from v_demo3;

show views;

show create table v_demo3;



show create table 

5:

 

4 HiveQL  

4.1  

1. select 
2. FROM 
3. group by 
4. having 
5. order by reducer

6. sort by reducer sort by
mapred.reduce.tasks>1 sort by reducer

7. distribute by( ) reducer hash
8. cluster by( ) distribute by

distribute sort cluster by = distribute by + sort by

 

4.2  

drop view v_demo3;

SELECT [ALL | DISTINCT] select_expr, select_expr, ...
FROM table_reference
[WHERE where_condition]
[GROUP BY col_list [HAVING condition]]
[CLUSTER BY col_list
| [DISTRIBUTE BY col_list] [SORT BY| ORDER BY col_list]
]
[LIMIT number]



create  table emp(
id int ,
name string,
salary double
) 
row format delimited fields terminated by ',';

vi emp.txt

1,lisi,3000
2,jake,2500
3,tom,3500
4,lili,4000
5,briup,800
6,rose,4300
7,zhangsan,2400
8,lulu,3500

load data local inpath '/home/hdfs/emp.txt' into table emp;

select * from emp;

select id,name from emp;

select id,name as username from emp;



as

distinct

 

4.3  

WHERE 
WHERE  FROM 

 

4.3.1  

select distinct salary from emp;



A=B A B TRUE FALSE

A<=>B
A B NULL TRUE =

NULL NULL

A<>B,
A!=B

A B NULL NULL A B TRUE

FALSE

A<B
A B NULL NULL A B TRUE

FALSE

A<=B
A B NULL NULL A B TRUE

FALSE

A>B
A B NULL NULL A B TRUE

FALSE

A>=B
A B NULL NULL A B TRUE

FALSE

A [NOT]
BETWEEN
B AND C

A B C NULL NULL A B
C TRUE FALSE NOT

A IS NULL A NULL TRUE FALSE

A IS NOT
NULL

A NULL TRUE FALSE

IN( 1,
2)

 IN

A [NOT]
LIKE B

STRING

B SQL A TRUE
FALSE B ‘x%’ A ‘x’

‘%x’ A ’x’ ‘%x%’ A ’x’,
NOT

A RLIKE
B, A
REGEXP B

STRING

 B A TRUE
FALSE JDK

A

1: id 3

select * from emp where id<3;



2: id 1

3: id 1 3

between A and B A B

4: null

5: 1 5

7: a

8: h

select * from emp where id=1;

select * from emp where id between 1 and 3;

select * from emp where name is null;

select * from emp where id in(1,5);

select * from emp where name like '%a%';

select * from emp where name like '_h%';



OR

AND

NOT

LIKE

% ( )  _ 

9: name h

4.3.2  

1: id 1 h

2: 5 10

3: 1 2

4.3.3  

select * from emp where name rlike '[h]';

select * from  emp where id=1 and name rlike '[h]';

select * from emp where id<5 or id>10;

select * from emp where id not in(1,2);



A+B

A-B

A*B

A/B

A%B

A&B

A|B

A^B

~B

1:

4.4  

LIMIT

1: 3

2: 2 3

select id+1 as id from emp;

select id,name  from emp limit 3;

select id,name  from emp limit 2,3;



3: 2 2

4.5  

Hive

https://cwiki.apache.org/confluence/display/Hive/LanguageManual+UDF

select id,name  from emp limit 2,2;

show functions;

desc function upper;

desc function extended upper;

https://cwiki.apache.org/confluence/display/Hive/LanguageManual+UDF


4.5.1  

1:

2:

select count(*) as len from emp;

select max(salary) as maxsal from emp;



3:

4:

5:

6: e 2

7: 2

4.5.2  

select min(salary) as minsal from emp;

select sum(salary) as sumsal from emp;

select avg(salary) as avgsal from emp;

select exp(2) as exp;

select pow(salary,2) as pow from emp;

select sqrt(salary) as sqrt from emp;



1: tab_map info map

2: tab_array b array

3: Set

4: List

select size(info) as infolen from tab_map;

select size(arr)s as arrlen from tab_array;

select collect_set(name) as coll_set_name from stu;



5: briup

5:

6:

7: #

8: map

select collect_list(name) as coll_list_name from stu;

select * from tab_array where array_contains(arr,'briup');

select explode(arr) as allarr from tab_array;

select sort_array(arr) as sa from tab_array;

select concat_ws('#',arr) as cw from tab_array;



9: map

10: map ,

11: map

4.5.3  

select explode(info) as (k,v) from tab_map;

select map_keys(info) as keys from tab_map;

select map_keys(info)[0] as keys_1 from tab_map;

select map_values(info) as vals from tab_map;



1:

2:

3: #

select length('hello briup') as len;

select concat('hello','briup') as con;



4: btz #

5:

6:

7:

8:

9:

10: hello say

select concat_ws('#','hello','briup') as cw;

select concat_ws('#',arr) from tab_array;

select upper('hello') as up;

select lower('HELLO') as lw;

select trim('   hello    ') as tr;

select ltrim('  hello    ') as ltr;

select rtrim('  hello    ') as rtr;



11: o say

12: Arry

13: double Int

14: 3000

15: 3000

select regexp_replace('hello briup','hello','say') as rr;

select regexp_replace('hello briup','.{4}o','say') as rr;

select split('java,hadoop,scala,hive,spark',',') as arr;

select cast(salary as int) as sal from emp;

select id,name,case when salary>3000 then ' ' else ' ' end as rank,salary
from emp;

select id,name,if(salary>3000,' ',' ') as rank
from emp;



16: NULL 0

null null

 

4.5.4  

select nvl(salary,0)*13 as nsal from emp;



1:

2:

3:

select from_unixtime(1232323221) as utime;

select to_date('2021-09-11 12:22:23') as td;

select date_format(to_date('2021-09-11 12:22:23'),'yyyy-MM-dd') as ds;



4:

5:

6:

7:

8:

select year('2021-09-11 12:22:23') as year;

select quarter('2021-09-11 12:22:23') as qurater;

select month('2021-09-11 12:22:23') as month;

select day('2021-09-11 12:22:23') as day;

select current_date() as curr_date;



9:

10:

11:

12: 3

13: 3

14: 3

15:

select weekofyear('2021-09-11 12:22:23') as woy;

select datediff('2021-09-11 12:22:23','2020-08-11 12:22:23') as df;

select months_between('2021-09-11 12:22:23','2020-08-11 12:22:23') as md;

select date_add(current_date(),3) as da;

select date_sub(current_date(),3) as ds;

select add_months(current_date(),3) as am;

select last_day('2021-09-11 12:22:23') as ld;



16:

MM

YY 

17:

18: json

19: json

20: json

 

4.5.5  

select trunc(current_date(),'MM') as trunc_date;

select next_day(current_date(),'friday') as nd;

select get_json_object('[{"name":"briup","sex":" ","age":"25"},
{"name":"jake","sex":" ","age":"47"}]','$[0].name') as uname;

select get_json_object('{"id":1,"name":"lisi","age":30}',"$.name") as username

select json_tuple('{"id":1,"name":"lisi","age":30}',"id","name","age") as 
(id,name,age)



Hive max/min Hive
(UDF).

UDF User-Defined-Function

UDAF User-Defined Aggregation Function

, count/max/min

UDTF User-Defined Table-Generating Functions

,  lateral view explore()

4.5.5.1 UDF  

/**
 * Licensed to the Apache Software Foundation (ASF) under one
 * or more contributor license agreements.  See the NOTICE file
 * distributed with this work for additional information
 * regarding copyright ownership.  The ASF licenses this file
 * to you under the Apache License, Version 2.0 (the
 * "License"); you may not use this file except in compliance
 * with the License.  You may obtain a copy of the License at
 *
 *     http://www.apache.org/licenses/LICENSE-2.0
 *
 * Unless required by applicable law or agreed to in writing, software
 * distributed under the License is distributed on an "AS IS" BASIS,
 * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
 * See the License for the specific language governing permissions and
 * limitations under the License.
 */

package org.apache.hadoop.hive.ql.exec;

import org.apache.hadoop.hive.ql.udf.UDFType;

/**
 * A User-defined function (UDF) for use with Hive.
 * <p>
 * New UDF classes need to inherit from this UDF class (or from {@link
 * org.apache.hadoop.hive.ql.udf.generic.GenericUDF GenericUDF} which provides more 
flexibility at
 * the cost of more complexity).
 * <p>
 * Requirements for all classes extending this UDF are:
 * <ul>



 * <li>Implement one or more methods named {@code evaluate} which will be called by 
Hive (the exact
 * way in which Hive resolves the method to call can be configured by setting a custom 
{@link
 * UDFMethodResolver}). The following are some examples:
 * <ul>
 * <li>{@code public int evaluate();}</li>
 * <li>{@code public int evaluate(int a);}</li>
 * <li>{@code public double evaluate(int a, double b);}</li>
 * <li>{@code public String evaluate(String a, int b, Text c);}</li>
 * <li>{@code public Text evaluate(String a);}</li>
 * <li>{@code public String evaluate(List<Integer> a);} (Note that Hive Arrays are 
represented as
 * {@link java.util.List Lists} in Hive.
 * So an {@code ARRAY<int>} column would be passed in as a {@code List<Integer>}.)
</li>
 * </ul>
 * </li>
 * <li>{@code evaluate} should never be a void method. However it can return {@code 
null} if
 * needed.
 * <li>Return types as well as method arguments can be either Java primitives or the 
corresponding
 * {@link org.apache.hadoop.io.Writable Writable} class.</li>
 * </ul>
 * One instance of this class will be instantiated per JVM and it will not be called 
concurrently.
 *
 * @see Description
 * @see UDFType
 */
@UDFType(deterministic = true)
public class UDF {

  /**
   * The resolver to use for method resolution.
   */
  private UDFMethodResolver rslv;

  /**
   * The constructor.
   */
  public UDF() {
    rslv = new DefaultUDFMethodResolver(this.getClass());
  }

  /**
   * The constructor with user-provided {@link UDFMethodResolver}.
   */
  protected UDF(UDFMethodResolver rslv) {
    this.rslv = rslv;
  }



1:

1. 

2. 

  /**
   * Sets the resolver.
   *
   * @param rslv The method resolver to use for method resolution.
   */
  public void setResolver(UDFMethodResolver rslv) {
    this.rslv = rslv;
  }

  /**
   * Get the method resolver.
   */
  public UDFMethodResolver getResolver() {
    return rslv;
  }

  /**
   * This can be overridden to include JARs required by this UDF.
   *
   * @see org.apache.hadoop.hive.ql.udf.generic.GenericUDF#getRequiredJars()
   *      GenericUDF.getRequiredJars()
   *
   * @return an array of paths to files to include, {@code null} by default.
   */
  public String[] getRequiredJars() {
    return null;
  }

  /**
   * This can be overridden to include files required by this UDF.
   *
   * @see org.apache.hadoop.hive.ql.udf.generic.GenericUDF#getRequiredFiles()
   *      GenericUDF.getRequiredFiles()
   *
   * @return an array of paths to files to include, {@code null} by default.
   */
  public String[] getRequiredFiles() {
    return null;
  }
}

create table person(id int,name string,tel string)
row format delimited
fields terminated by ','
stored as textfile;



3. 

4. 

5. maven
6. pom.xml

vi person.txt

1, ,13834112233
2, ,13994200987
3, ,13302019922
4,jack,13211223344

load data local inpath '/home/hdfs/person.txt' into table person;

<?xml version="1.0" encoding="UTF-8"?>
<project xmlns="http://maven.apache.org/POM/4.0.0"
         xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"
         xsi:schemaLocation="http://maven.apache.org/POM/4.0.0 
http://maven.apache.org/xsd/maven-4.0.0.xsd">
    <parent>
        <artifactId>Had</artifactId>
        <groupId>com.briup</groupId>
        <version>1.0-SNAPSHOT</version>
    </parent>
    <modelVersion>4.0.0</modelVersion>

    <artifactId>Hive</artifactId>

    <dependencies>
        <dependency>
            <groupId>org.apache.hadoop</groupId>
            <artifactId>hadoop-common</artifactId>
            <version>3.0.3</version>
        </dependency>
        <dependency>
            <groupId>org.apache.hadoop</groupId>
            <artifactId>hadoop-client</artifactId>
            <version>3.0.3</version>
        </dependency>
        <dependency>
            <groupId>org.apache.hive</groupId>
            <artifactId>hive-exec</artifactId>
            <version>2.3.5</version>
        </dependency>
        <dependency>
            <groupId>org.apache.hive</groupId>
            <artifactId>hive-jdbc</artifactId>
            <version>2.3.5</version>
        </dependency>
    </dependencies>



7. java UDF

8. maven jar jar hive

9. jar hive lib

    <build>
        <finalName>hive</finalName>
        <plugins>
            <plugin>
                <groupId>org.apache.maven.plugins</groupId>
                <artifactId>maven-compiler-plugin</artifactId>
                <configuration>
                    <source>1.8</source>
                    <target>1.8</target>
                </configuration>
            </plugin>
        </plugins>
    </build>
</project>

package com.briup.DefineFun;
/*

evaluate
sql

 */
import org.apache.hadoop.hive.ql.exec.UDF;

public class GetArea extends UDF {
    public String evaluate(String phone){
        //[0,3)
        String ph=phone.substring(0,3);
        if("138".equals(ph)){
            return " ";
        }else if("139".equals(ph)){
            return " ";
        }else if("133".equals(ph)){
            return " ";
        }else if("132".equals(ph)){
            return " ";
        }else{
            return " ";
        }
    }
}

scp /Users/huzhongliang/Documents/idea_work/Had/Hive/target/hive.jar 
hdfs@192.168.43.8:~

sudo cp hive.jar /opt/hive/lib/



hive

add jar /home/hdfs/hive.jar

10. hive

11. 

4.5.5.2 UDTF  

create temporary function getArea as 'com.briup.DefineFun.GetArea';

select id,name,tel,getArea(tel) from person;

/**
 * Licensed to the Apache Software Foundation (ASF) under one
 * or more contributor license agreements.  See the NOTICE file
 * distributed with this work for additional information
 * regarding copyright ownership.  The ASF licenses this file
 * to you under the Apache License, Version 2.0 (the
 * "License"); you may not use this file except in compliance
 * with the License.  You may obtain a copy of the License at
 *
 *     http://www.apache.org/licenses/LICENSE-2.0
 *
 * Unless required by applicable law or agreed to in writing, software
 * distributed under the License is distributed on an "AS IS" BASIS,
 * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
 * See the License for the specific language governing permissions and
 * limitations under the License.
 */

package org.apache.hadoop.hive.ql.udf.generic;

import java.util.List;

import org.apache.hadoop.hive.ql.exec.MapredContext;
import org.apache.hadoop.hive.ql.exec.UDFArgumentException;
import org.apache.hadoop.hive.ql.metadata.HiveException;
import org.apache.hadoop.hive.serde2.objectinspector.ObjectInspector;
import org.apache.hadoop.hive.serde2.objectinspector.StructField;
import org.apache.hadoop.hive.serde2.objectinspector.StructObjectInspector;



/**
 * A Generic User-defined Table Generating Function (UDTF)
 *
 * Generates a variable number of output rows for a single input row. Useful for
 * explode(array)...
 */

public abstract class GenericUDTF {
  Collector collector = null;

  /**
   * Additionally setup GenericUDTF with MapredContext before initializing.
   * This is only called in runtime of MapRedTask.
   *
   * @param context context
   */
  public void configure(MapredContext mapredContext) {
  }

  public StructObjectInspector initialize(StructObjectInspector argOIs)
      throws UDFArgumentException {
    List<? extends StructField> inputFields = argOIs.getAllStructFieldRefs();
    ObjectInspector[] udtfInputOIs = new ObjectInspector[inputFields.size()];
    for (int i = 0; i < inputFields.size(); i++) {
      udtfInputOIs[i] = inputFields.get(i).getFieldObjectInspector();
    }
    return initialize(udtfInputOIs);
  }

  /**
   * Initialize this GenericUDTF. This will be called only once per instance.
   *
   * @param argOIs
   *          An array of ObjectInspectors for the arguments
   * @return A StructObjectInspector for output. The output struct represents a
   *         row of the table where the fields of the stuct are the columns. The
   *         field names are unimportant as they will be overridden by user
   *         supplied column aliases.
   */
  @Deprecated
  public StructObjectInspector initialize(ObjectInspector[] argOIs)
      throws UDFArgumentException {
    throw new IllegalStateException("Should not be called directly");
  }

  /**
   * Give a set of arguments for the UDTF to process.
   *
   * @param args
   *          object array of arguments
   */



1 strs

1. 

2. 

3. 

4. 

  public abstract void process(Object[] args) throws HiveException;

  /**
   * Called to notify the UDTF that there are no more rows to process.
   * Clean up code or additional forward() calls can be made here.
   */
  public abstract void close() throws HiveException;

  /**
   * Associates a collector with this UDTF. Can't be specified in the
   * constructor as the UDTF may be initialized before the collector has been
   * constructed.
   *
   * @param collector
   */
  public final void setCollector(Collector collector) {
    this.collector = collector;
  }

  /**
   * Passes an output row to the collector.
   *
   * @param o
   * @throws HiveException
   */
  protected final void forward(Object o) throws HiveException {
    collector.collect(o);
  }

}

create table MyUDTF(name string);

vi strs.txt

java,scala,python
hadoop,hive,hbase,zookeeper
spark,kafka,sqoop

load data local inpath '/home/hdfs/strs.txt' into table MyUDTF;



5. java UDF

6. maven jar jar hive

7. jar hive lib

package com.briup.DefineFun;

import org.apache.hadoop.hive.ql.exec.UDFArgumentException;
import org.apache.hadoop.hive.ql.metadata.HiveException;
import org.apache.hadoop.hive.ql.udf.generic.GenericUDTF;
import org.apache.hadoop.hive.serde2.objectinspector.ObjectInspector;
import org.apache.hadoop.hive.serde2.objectinspector.ObjectInspectorFactory;
import org.apache.hadoop.hive.serde2.objectinspector.StructObjectInspector;
import 
org.apache.hadoop.hive.serde2.objectinspector.primitive.PrimitiveObjectInspectorFactor
y;

import java.util.ArrayList;
import java.util.List;

public class EveryWord extends GenericUDTF {
    private List<String> list=new ArrayList<String>();
    @Override
    public StructObjectInspector initialize(StructObjectInspector argOIs) throws 
UDFArgumentException {
        List<String> fieldNames=new ArrayList<String>();
        fieldNames.add("str");
        List<ObjectInspector> fieldOIs=new ArrayList<ObjectInspector>();
        fieldOIs.add(PrimitiveObjectInspectorFactory.javaStringObjectInspector);
        return ObjectInspectorFactory.getStandardStructObjectInspector(fieldNames, 
fieldOIs);
    }

    public void process(Object[] args) throws HiveException {
        String data=args[0].toString();
        String der=args[1].toString();
        String[] strs=data.split(der);
        for(String str:strs){
            list.clear();
            list.add(str);
            forward(list);
        }
    }

    public void close() throws HiveException {

    }
}

scp hd_hdfs-1.0-SNAPSHOT.jar hdfs@192.168.2.22:~



hive

add jar /home/hdfs/hive.jar

8. hive

9. 

4.6  

4.6.1 group by  

GROUP BY

:

sudo cp hive.jar /opt/hive/lib/

create temporary function getStrs as 'com.briup.DefineFun.EveryWord';

select getStrs(name,',') from  MyUDTF;

create table order_1(
id int,
name string,
addr string,
salary double
)
row format delimited 
fields terminated by ',';

vi order.txt



:

1:

4.6.2 having  

having group by

1: 3

where having

where from having

where having

 

4.7  

1,jake, ,3000
2,briup, ,3500
3,tom, ,2600
4,kevin, ,5000
5,lili, ,12000
6,rose, ,3400
7,lucy, ,8000
8,vens, ,2700

load data local inpath '/home/hdfs/order.txt' into table order_1;

select addr,count(*)
from order_1
group by addr;

select addr,count(*)
from order_1
group by addr
having count(*)>3;



Hive Join Common Join Reduce join Map Join Map join
MapJoin MapJoin hive.auto.convert.join=true 
mapjoin,hive.mapjoin.smalltable.filesize=25M Hive Join
Common Join, Reduce join

Hive LEFT SEMI JOIN
CROSS JOIN JOIN

vi user_info

1,zhangsan
2,lisi
3,wangwu

vi user_age

1,30
2,29
4,21

create table user_info(id int,name string)
row format delimited
fields terminated by ','
stored as textfile;
create table user_age(id int,age int)
row format delimited
fields terminated by ','
stored as textfile;

load data local inpath '/home/hdfs/user_info' into table user_info;
load data local inpath '/home/hdfs/user_age' into table user_age;

select * from user_info;



4.7.1  

1:

 

4.7.2  

1:

 

4.7.3  

1:

select * from user_age;

select a.id,a.name,b.age
from user_info a,user_age b
where a.id=b.id;

select a.id,a.name,b.age
from user_info a inner join user_age b
on a.id=b.id;



 

4.7.4  

,

1:

 

4.7.5  

,

1:

 

4.8 

select a.id,a.name,b.age
from user_info a left join user_age b
on a.id=b.id;

select a.id,a.name,b.age
from user_info a right join user_age b
on a.id=b.id;

select a.id,a.name,b.age
from user_info a full join user_age b
on a.id=b.id;



4.8  

4.8.1  

order by reduce

ASC ascend : 
DESC descend : 

ORDER BY SELECT

1:

select id,name,salary
from emp
order by salary asc;

select id,name,salary
from emp
order by salary;

select id,name,salary
from emp
order by 3;



order by select 1

2:

3: ,

 

4.8.2  

Sort By MapReduce

1. reduce

2. reduce

select id,name,salary
from emp
order by salary desc;

select id,name,salary
from emp
order by salary desc,name asc;

set mapreduce.job.reduces=3;



1:

2: ,

:

select ,row format delimited fields terminated by '#'

4.8.3  

Distribute By MR partition sort by

Hive DISTRIBUTE BY SORT BY

distribute by reduce distribute by

1: 

set mapreduce.job.reduces;

select id,name,salary
from emp
sort by salary asc;

insert overwrite local directory '/home/hdfs/sql' 
select id,name,salary
from emp
sort by salary desc;

ls /home/hdfs/sql



1. reduce id reduce

2. distribute by 

:

:

 

4.8.4 CLUSTER BY  

distribute by sort by cluster by

cluster by distribute by sort by
ASC DESC

1: 

1. reduce id reduce

2. distribute by 

set mapreduce.job.reduces=2;

insert overwrite local directory '/home/hdfs/sql1' 
row format delimited fields terminated by '#'
select id,name,salary
from emp
distribute by id
sort by salary desc;

ls /home/hdfs/sql1/

set mapreduce.job.reduces=2;

insert overwrite local directory '/home/hdfs/sql2' 
select id,name,salary
from emp
distribute by id
sort by id;

ls /home/hdfs/sql2



:

:

4.9  

4.9.1  

Lateral View UDTF UDTF

1: tab_array

2: tab_map

insert overwrite local directory '/home/hdfs/sql3' 
select id,name,salary
from emp
cluster by id;

ls /home/hdfs/sql3

select * from tab_array;



3: tab_array array

4: tab_map info

5: tab_array id

Error while compiling statement: FAILED: SemanticException [Error 10081]: UDTF's

are not supported outside the SELECT clause, nor nested in expressions

explode UDTF explode
select explode

select * from tab_map;

select explode(arr) as nw from tab_array; 

select explode(info) from tab_map;

select id,explode(arr) as nw from tab_array; 



select join hive lateral view
join

:

lateral view group by limit order by 

5 tab_map

k v explode 

6: device json

select a.id,a.arr,b.na
from tab_array a lateral view explode(arr) b as na;

select a.name,b.k,b.v
from tab_map a lateral view explode(info) b as k,v



:

:

:

device json

7: tab_array

lateral view outer

create table devices(
 id int,
 device string
)
row format delimited fields terminated by '#';

vi devices.txt

1#{"dev_id":"YC-180425-
1007","dev_name":"Kingston","dev_exception":"324","dev_personLiable":"briup"}
1#{"dev_id":"YC-180425-
1008","dev_name":"Kingston","dev_exception":"329","dev_personLiable":"jake"}

load data local inpath '/home/hdfs/devices.txt' into table devices;

select * from devices;

select d.id,b.did,b.dname,b.dex,b.dperd
from devices d
    lateral view 
json_tuple(device,"dev_id","dev_name","dev_exception","dev_personLiable") b as 
did,dname,dex,dperd;

select a.id,a.arr,b.ex
from tab_array a lateral view explode(array()) b as ex;



 

4.9.2  

:grouping_sets cube
rollup

:

select a.id,a.arr,b.ex
from tab_array a lateral view outer explode(array()) b as ex;

create table session_info(
  month string,
  day string,
  hour string,
  cookieid string
)
row format delimited fields terminated by ',';

vi session.txt

3,3-3,2,cookie1
3,3-4,2,cookie
3,3-5,3,cookie4
3,3-6,7,cookie
3,3-7,10,cokie5
3,3-8,3,cookie
3,3-9,13,cookie6
3,3-10,5,cookie4
3,3-11,2,cookie5
3,3-12,6,cookie6
3,3-13,5,cookie
4,4-5,3,cookie4
4,4-6,7,cookie5
4,4-7,10,cokie6
4,4-8,3,cookie7
4,4-9,13,cookie1
3,3-3,2,cookie2
3,3-4,2,cookie2



1:

1. grouping sets group by sql group by
union all.

1:

2:

3,3-5,3,cookie2
3,3-6,7,cookie2
4,4-7,10,cokie3
4,4-8,3,cookie7
4,4-9,13,cookie8
4,4-10,5,cookie9
4,4-11,2,cookie3
4,4-12,6,cookie10

load data local inpath '/home/hdfs/session.txt' into table session_info;

select * from session_info;

select month,null as day,count(distinct cookieid) pv,1 as grouping_id
from session_info
group by month;

select null as month,day,count(distinct cookieid) pv,2 as grouping_id
from session_info
group by day;



3:

grouping__id

:

select month,day,count(distinct cookieid) pv,grouping__id
from session_info
group by month,day
grouping sets(month,day)
order by grouping_id;

select month,null as day,count(distinct cookieid) pv,1 as grouping__id
from session_info
group by month
union all
select null as month,day,count(distinct cookieid) pv,2 as grouping__id
from session_info
group by day;



4:

select month,day,count(distinct cookieid) pv,GROUPING__ID
from session_info
group by month,day
grouping sets(month,day,(month,day))
order by GROUPING__ID;



select month,null as day,count(distinct cookieid) pv,1 as grouping__id
from session_info
group by month
union all
select null as month,day,count(distinct cookieid) pv,2 as grouping__id
from session_info
group by day
union all
select month,day,count(distinct cookieid) pv,3 as grouping__id
from session_info
group by month,day;



2. Cube group by n
2 n 3 a b c , : a b c a

b a c b c a b c ().

1:

select month,day,count(distinct cookieid) pv,GROUPING__ID
from session_info
group by month,day
with cube
order by GROUPING__ID;



select month,null as day,count(distinct cookieid) pv,1 as grouping__id
from session_info
group by month
union all
select null as month,day,count(distinct cookieid) pv,2 as grouping__id
from session_info
group by day
union all
select month,day,count(distinct cookieid) pv,3 as grouping__id
from session_info
group by month,day
union all
select null as month ,null as day,count(distinct cookieid) pv,4 as grouping__id
from session_info;



3. rollup group by cube a b
c3 :(a b c) (a b) (a)

1:

4.9.3  

4.9.3.1  

select month,day,count(distinct cookieid) pv,GROUPING__ID
from session_info
group by month,day
with rollup
order by GROUPING__ID;



(Window functions) OLAP SELECT
select over group by 

function(arg1...):

:sum max avg

:rank row_number

:lead lag

over partition by column_name... partition by 

order by... asc desc

window_expression 

1:

2:

3:

function(arg1...) over ([partition by (column_name...)][order by ....]
[<window_expression>])

select * from order_1;

select addr,sum(salary) from order_1 group by addr;



4:

5:

6:

4.9.3.2  

partition by order by
Window expression

3 3

select id,name,addr,salary,sum(salary) over partition by addr from order_1;

select id,name,addr,salary,sum(salary) over() as sum_salary from order_1; 

select id,name,addr,salary,sum(salary) over(order by name) as sum_sal from order_1;

select id,name,addr,salary,sum(salary) over(partition by addr order by name) as 
sum_sal 
from order_1;

rows between [ ]



preceding 
following 
current row 
unbounded 
unbounded preceding 
unbounded following 

1:

1:

2:

select id,name,addr,salary,sum(salary) 
over(partition by addr order by name rows between unbounded preceding and current row) 
as sum_sal 
from order_1;

select id,name,addr,salary,sum(salary)
    over(partition by addr order by name rows between 1 preceding and current row) as 
sum_sal
from order_1;

select id,name,addr,salary,sum(salary)
    over(partition by addr order by name rows between 1 preceding and 1 following) as 
sum_sal
from order_1;



3:

4:

4.9.3.3  

row_number(): 1

rank() 1

dense_rank(): 1

ntile(number):
1

select id,name,addr,salary,sum(salary)
    over(partition by addr order by name rows between current row  and unbounded 
following) as sum_sal
from order_1;

select id,name,addr,salary,sum(salary)
    over(partition by addr order by name rows between unbounded preceding and 
unbounded following) as sum_sal
from order_1;



:

1:

2: ,

create table web_info(
  cookieid string,
  ct string,
  pv int,
  url string
)
row format delimited fields terminated by ',';

vi web.txt

cookie1,2022-03-10,1,url1
cookie1,2022-03-11,5,url2
cookie1,2022-03-12,7,url3
cookie1,2022-03-13,3,url4
cookie1,2022-03-14,2,url5
cookie1,2022-03-15,4,url6
cookie1,2022-03-16,4,url7
cookie2,2022-03-10,2,url2
cookie2,2022-03-11,3,url1
cookie2,2022-03-12,5,url3
cookie2,2022-03-13,6,url4
cookie2,2022-03-14,3,url6
cookie2,2022-03-15,9,url5
cookie2,2022-03-16,7,url7

load data local inpath '/home/hdfs/web.txt' into table web_info;

select * from web_info;

select cookieid,ct,pv,url,row_number() over(partition by cookieid order by pv)
from web_info;



3: ,

4: ,

5 : 3

select cookieid,ct,pv,url,rank() over(partition by cookieid order by pv) 
from web_info;

select cookieid,ct,pv,url,dense_rank() over(partition by cookieid order by pv) 
from web_info;

select cookieid,ct,pv,url,ntile(3) over(partition by cookieid order by pv) as seq
from web_info;



4.9.3.4  

LAG(col,n,default) n

n 1
n null null

LEAD(col,n,default) n

n 1
n null null

FIRST_VALUE(col)

LAST_VALUE(col)

1: 2

2: 2 null 100

select cookieid,ct,pv,url,LAG(pv,2) over(partition by cookieid order by pv) as seq
from web_info;

select cookieid,ct,pv,url,LAG(pv,2,100) over(partition by cookieid order by pv) as seq
from web_info;



3: 2

4: 2 null 100

5:

6:



4.9.4  

4.9.4.1  

rand() limit

order by order by
reducer

1:

2:

select cookieid,ct,pv,url,last_value(url) over(partition by cookieid order by pv) as 
seq
from web_info;

select * from emp;

select *
from emp
distribute by rand()
sort by rand()
limit 2;



distribute +sort mapper reducer

3:

4.9.4.2  

hdfs

1:

2: 70%

3: 1k

select * 
from emp
order by rand()
limit 2;

select * from emp tablesample(2 rows);

select * from emp tablesample (70 percent );

select * from emp tablesample (1k);



b k m g.....,

4.9.5 URL  

URL :

protocol 
host 
path 
query 

URL :

Hive URL URL parse_url parse_url_tuple;

parse_url(string urlString, string partToExtract [, string keyToExtract])

URL

HOST, PATH, QUERY, REF, PROTOCOL, AUTHORITY, FILE

parse_url_tuple(string urlStr,string p1,...,string pn)

URL

HOST, PATH, QUERY, REF, PROTOCOL, AUTHORITY, FILE, USERINFO, QUERY

1: URL ;

2: URL name;

protolol://Host:path?query

http://www.briup.com/index.php/bigdata.html?userid=1&name=tom

select parse_url('http://www.briup.com/index.php/bigdata.html?
userid=1&name=tom','HOST') as host,
    parse_url('http://www.briup.com/index.php/bigdata.html?userid=1&name=tom','QUERY') 
as query;

select parse_url('http://www.briup.com/index.php/bigdata.html?
userid=1&name=tom','QUERY','name') as name;



3: URL

parse_url_tuple UDTF

4: tb_url URL

:

tb_url URL

select parse_url_tuple('http://www.briup.com/index.php/bigdata.html?
userid=1&name=tom',
    'QUERY','HOST','PROTOCOL') as(query,host,protpcol);

create table tb_url(
cookieid string,
pv int,
url string
)
row format delimited fields terminated by ',';

vi url.txt

cookie,1,http://www.briup.com/index.php/bigdata.html?userid=1&name=tom
cookie1,2,http://www.briup.com/index.php/login.html?userid=2&name=jake
cookie2,5,http://www.briup.com/index.php/register.html?userid=3&name=briup
cookie3,4,http://www.briup.com/index.php/web.html?userid=4&name=wangwu

load data local inpath '/home/hdfs/url.txt' into table tb_url;

select * from tb_url;



 

5 Hive shell  

5.1  

-i HQL

-e HQL

-f HQL

-v HQL

-S 

-p Hive Server

–hiveconf x=y Hive hive-site.xml, Hive Shell
Set

1: sql sql

 

5.2  

Hive HQL

select t.cookieid,t.pv,t.url,b.query,b.host,b.protocol
from tb_url t lateral view parse_url_tuple(url,'QUERY','HOST','PROTOCOL') b as 
query,host,protocol;

hive [-hiveconf x=y]* [-i filename]* [-f filename|-e query-string][-S]

hive -e "create database if not exists briup"



> >

 Session
log4j

5.2.1  

Hive

/opt/hive/conf/hive-site.xml
 /opt/hive/conf/hive-default.xml

Hive Hadoop Hive Hadoop Hive Hadoop

Hive

 

5.2.2  

Hive Server -hiveconf param=value

1:

Session Server Sessions

 

5.2.3  

hive SET

1:

session

 

6  

6.1 

hive -hiveconf hive.root.logger=INFO,console

set mapred.reduce.tasks=100;



DEFAULT DEFAULT .deflate

Gzip gzip DEFAULT .gz

bzip2 bzip2 bzip2 .bz2

LZO lzop LZO .lzo

LZ4 LZ4 .lz4

Snappy Snappy .snappy

/

DEFLATE org.apache.hadoop.io.compress.DefaultCodec

gzip org.apache.hadoop.io.compress.GzipCodec

bzip2 org.apache.hadoop.io.compress.BZip2Codec

LZO com.hadoop.compression.lzo.LzopCodec

LZ4 org.apache.hadoop.io.compress.Lz4Codec

Snappy org.apache.hadoop.io.compress.SnappyCodec

gzip 8.3GB 1.8GB 17.5MB/s 58MB/s

bzip2 8.3GB 1.1GB 2.4MB/s 9.5MB/s

LZO 8.3GB 2.9GB 49.3MB/s 74.6MB/s

6.1  

Mapreduce

/ Hadoop /

 http://google.github.io/snappy/

 

6.2 

http://google.github.io/snappy/


io.compression.codecs core-site.xml

org.apache.hadoop.io.compress.DefaultCodec,

org.apache.hadoop.io.compress.GzipCodec,

org.apache.hadoop.io.compress.BZip2Codec,org.apache.hadoop.io.compress.Lz4Codec

Hadoop

mapreduce.map.output.compress false
mapper

true

mapreduce.map.output.compress.codec org.apache.hadoop.io.compress.DefaultCodec
mapper

LZO

LZ4 snappy

mapreduce.output.fileoutputformat.compress false
reducer

true

mapreduce.output.fileoutputformat.compress.codec org.apache.hadoop.io.compress. DefaultCodec
reducer

gzip bzip2

mapreduce.output.fileoutputformat.compress.type RECORD
reducer

SequenceFile

NONE

BLOCK

6.2  

Hadoop mapred-site.xml

 

6.3 Map  

map job map Reduce task

1. hive

2. mapreduce map

set hive.exec.compress.intermediate=true;

set mapreduce.map.output.compress=true;



3. mapreduce map

4. sql

6.4 Reduce  

Hive hive.exec.compress.output
false

true

1. hive

2. mapreduce

3. mapreduce

4. mapreduce

5. 

hadoop

6. 

set mapreduce.map.output.compress.codec=org.apache.hadoop.io.compress.BZip2Codec;

select count(*) as count from stu;

set hive.exec.compress.output=true;

set mapreduce.output.fileoutputformat.compress=true;

set mapreduce.output.fileoutputformat.compress.codec = 
org.apache.hadoop.io.compress.BZip2Codec;

set mapreduce.output.fileoutputformat.compress.type=BLOCK;

insert overwrite local directory '/home/hdfs/sql5' 
select id,name,salary
from emp
distribute by id
sort by id;

ls /home/hdfs/sql5



 

7  

7.1 Fetch  

Hive MapReduce select * from stu; Hive
stu

hive.fetch.task.conversion , MapReduce.

hive.fetch.task.conversion none mapreduce
hive.fetch.task.conversion more mapreduce

1: mapreduce

2: mapreduce

7.2  

set hive.fetch.task.conversion=none;
select * from stu;

set hive.fetch.task.conversion=more;
select * from stu;



Hadoop Job Hadoop Hive
job

Hive

hive.exec.mode.local.auto true Hive

1:

2:

 

7.3 MapJoin  

MapJoin MapJoin Hive Reduce join,
MapJoin map join reducer

MapJoin

1. Mapjoin

2. 25M

3. false

 true MR Job MR Job Map
Reduce Reduce Group By

Key Reduce MR Job
Group By Key Reduce Group By Key

Reduce

#
set hive.exec.mode.local.auto=true; 
# local mr local  mr 134217728
128M
set hive.exec.mode.local.auto.inputbytes.max=51234560;
# local mr local mr 4
set hive.exec.mode.local.auto.input.files.max=10;
select * from stu cluster by id;

set hive.exec.mode.local.auto=false;
select * from stu cluster by id;

set hive.auto.convert.join = true;

set hive.mapjoin.smalltable.filesize=25123456;

set hive.groupby.skewindata = true;



7.4 Group By  

Map Key reduce key
Reduce Map Reduce

.

Map :

1. Map

2. Map

3. false

 true MR Job

MR Job Map Reduce Reduce
Group By Key Reduce

MR Job Group By Key Reduce
Group By Key Reduce

 

7.5 Count(distinct)  

COUNT DISTINCT Reduce Task
Reduce Job COUNT DISTINCT GROUP

BY COUNT

Job

 

7.6  

set hive.map.aggr = true;

set hive.groupby.mapaggr.checkinterval = 100000;

set hive.groupby.skewindata = true;

select count(distinct id) from stu;
select count(id) from (select id from stu group by id) a;



join on on Hive 1 reducer

 

7.7  

hive hive
Hive

Hive

7.7.1  

1. true

2. strict
nonstrict

3. MR

4. MR

5. MR Job HDFS linux linux
1024 2048 2048

6. 

1:

1. 

2. 

set hive.exec.dynamic.partition=true;

set hive.exec.dynamic.partition.mode=nonstrict;

set  hive.exec.max.dynamic.partitions=1000;

set hive.exec.max.dynamic.partitions.pernode=100;

set hive.exec.max.created.files=100000;

set hive.error.on.empty.partition=false;

vi stu_data.txt



3. 

4. ori

5. 

6. 

Insert

7. 

7.8  

Hive MapReduce
limit Hive Hive

job
job

job

1,tom
2,jake
3,lisi
4,rose

create table ori(id int,name string) 
partitioned by (day int) 
row format delimited fields 
terminated by ',';

load data local inpath '/home/hdfs/stu_data.txt' into  table ori partition (day=1);
load data local inpath '/home/hdfs/stu_data.txt' into  table ori partition (day=2);

create table ori_target(id int,name string) 
partitioned by (day int) 
row format delimited fields 
terminated by ',';

insert overwrite table ori_target partition (day)
select id,name,day
from ori;

show partitions ori_target; 



hive.exec.parallel true
job

7.9  

Hive

3

where

order by limit

order by Reducer
LIMIT Reducer

JOIN ON where
WHERE ON Hive

 

7.10 JVM  

JVM Hadoop Hive
task

Hadoop JVM map Reduce JVM
job task JVM JVM job

N N Hadoop mapred-site.xml 10-20

#
set hive.exec.parallel = true;
# sql 8
set hive.exec.parallel.thread.number=16;

#
set hive.mapred.mode = strict;
#
set hive.mapred.mode = nostrict; 



hive

jvm

JVM task
“ ”job reduce task Reduce task

job task

 

7.11  

Bug Hadoop bug

50%
Hadoop Speculative Execution .

“ ”

map Reduce task

7.12 explain  

Hive EXPLAIN , hive 
.

explain  hive 

EXTENDED  extended 

CBO Calcite CBO  hive 4.0.0 
AST AST hive 2.1.0 bug AST OOM

4.0.0
DEPENDENCY dependency EXPLAIN

set  mapred.job.reuse.jvm.num.tasks=10;

set mapred.map.tasks.speculative.execution=true
set mapred.reduce.tasks.speculative.execution=true
set hive.mapred.reduce.tasks.speculative.execution=true;

EXPLAIN [EXTENDED|CBO|AST|DEPENDENCY|AUTHORIZATION|LOCKS|VECTORIZATION|ANALYZE] query

https://so.csdn.net/so/search?q=%E6%95%B0%E6%8D%AE%E5%80%BE%E6%96%9C&spm=1001.2101.3001.7020


AUTHORIZATION
LOCKS LOCKS  hive 3.2.0 
VECTORIZATION EXPLAIN Map Reduce

 Hive 2.3.0 
ANALYZE  Hive 2.2.0 

 hive cli 

stage dependencies  stage
stage plan  stage

 stage dependencies  stage Stage-1 stage stage Stage-0
 Stage-1 Stage-1 Stage-0

 stage plan  Map Reduce MR

Map Operator Tree  MAP
Reduce Operator Tree  Reduce

sql  operator

explain select sum(id) from emp;



1. map  TableScan 

1 alias  

2 Statistics  

2. Select Operator  **  

1 expressions

2 outputColumnNames

3 Statistics

3. Group By Operator

1 aggregations

2 mode  hash hash partition partial final

3 keys

4 outputColumnNames

5 Statistics  

4. Reduce Output Operator reduce

sort order   +  -  +- 

5. Filter Operator

predicate sql where id>=1 (id >= 1)

6. Map Join Operator join 

1 condition map join  Inner Join 0 to 1 Le! Outer Join0 to 2

2 keys: join 

3 outputColumnNames  join 

4 Statistics  join 

7. File Output Operator

1 compressed

2 table

8. Fetch Operator 

limit  -1 

 

8 jdbc Hive  



8.1  

jdbc hive jdbc hive jdbc sql sql hive hive
sql jdbc

jdbc hive hive whoami

export HADOOP_USER_NAME=briup

 

8.2  

1. hdfs hdfs-site.xml

2. hdfs core-site.xml

3. hadoop hive

10000

4. pom.xml hive jdbc

<property>  
  <name>dfs.webhdfs.enabled</name>  
  <value>true</value>  
</property>  

<property>
  <name>hadoop.proxyuser.hdfs.hosts</name>
  <value>*</value>
</property>
<property>
  <name>hadoop.proxyuser.hdfs.groups</name>
  <value>*</value>
</property>

hive --service hiveserver2 &



4. stu

<?xml version="1.0" encoding="UTF-8"?>
<project xmlns="http://maven.apache.org/POM/4.0.0"
         xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"
         xsi:schemaLocation="http://maven.apache.org/POM/4.0.0 
http://maven.apache.org/xsd/maven-4.0.0.xsd">
    <parent>
        <artifactId>Had</artifactId>
        <groupId>com.briup</groupId>
        <version>1.0-SNAPSHOT</version>
    </parent>
    <modelVersion>4.0.0</modelVersion>

    <artifactId>Hive</artifactId>

    <dependencies>
        <dependency>
            <groupId>org.apache.hive</groupId>
            <artifactId>hive-exec</artifactId>
            <version>3.1.2</version>
        </dependency>
        <dependency>
            <groupId>org.apache.hive</groupId>
            <artifactId>hive-jdbc</artifactId>
            <version>3.1.2</version>
        </dependency>
    </dependencies>
    <build>
        <finalName>hive</finalName>
        <plugins>
            <plugin>
                <groupId>org.apache.maven.plugins</groupId>
                <artifactId>maven-compiler-plugin</artifactId>
                <configuration>
                    <source>7</source>
                    <target>7</target>
                </configuration>
            </plugin>
        </plugins>
    </build>
</project>

package com.briup.jdbc_test;

import java.sql.Connection;
import java.sql.DriverManager;
import java.sql.ResultSet;
import java.sql.Statement;
public class FirstJdbc {
    public static void main(String[] args)
            throws Exception {



 

9 hive hbase  

9.1  

Hbase sql
Hive Hive sql Hive

Hbase Hive hbase

hive hbase

        Class.forName("org.apache.hive.jdbc.HiveDriver");
        Connection conn=
        DriverManager.getConnection(
                "jdbc:hive2://192.168.43.8:10000/briup",
                "hdfs","");
        Statement sts=
                conn.createStatement();
        String sql="select * from stu";
        ResultSet rs=sts.executeQuery(sql);
        while(rs.next()){
            int id=rs.getInt(1);
            String name=rs.getString(2);
            System.out.println(id+"--"+name);
        }
    }
}



hive hbase

Map< >

 

9.2  

1. hbase

2. hbase

3. hive

hbase.zookeeper.quorum HBase zookeeper 2181
zkNode1:2222,zkNode2:2222,zkNode3:2222

zookeeper.znode.parent: HBase zookeeper

4. hive

hbase.columns.mapping Hive HBase Hive
:key(rowkey) f1 f2, f3

hbase.table.name HBase

create 'briup:person',{NAME => 'f1',VERSIONS => 1},{NAME => 'f2',VERSIONS => 1},{NAME 
=> 'f3',VERSIONS => 1}

put 'briup:person','1001','f1:name','jack'
put 'briup:person','1001','f2:age','18'
put 'briup:person','1002','f1:name','jack'
put 'briup:person','1003','f3:position','ceo'

SET hbase.zookeeper.quorum=master:2181;
SET zookeeper.znode.parent=/hbase;

CREATE EXTERNAL TABLE person (
rowkey string,
f1 map<STRING,STRING>,
f2 map<STRING,STRING>,
f3 map<STRING,STRING>
) STORED BY 'org.apache.hadoop.hive.hbase.HBaseStorageHandler'
WITH SERDEPROPERTIES ("hbase.columns.mapping" = ":key,f1:,f2:,f3:")
TBLPROPERTIES ("hbase.table.name" = "briup:person");



5. 

 

 

 

 

 

 

 

 

 

 

 

 

 

select rowkey,f1,f2,f3
from person;
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